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Introduction
1. [bookmark: _Toc294945898]Concepts and Importance of Massively Parallel Processors
A massively parallel processor (MPP) is a single computer with many networked processors [1]. MPPs have many of the same characteristics as clusters, but MPPs have specialized interconnect networks (whereas clusters use commodity hardware for networking). MPPs also tend to be larger than clusters, typically having "far more" than 100 processors. In an MPP, "each CPU contains its own memory and copy of the operating system and application. Each subsystem communicates with the others via a high-speed interconnect."
We all know how fast computer technology has advanced in the past few decades—many of us carry hand-held devices that have more computer power in them than the supercomputers of an early era. But in spite of those advances, the basic design of computers has not changed that much. Nearly all of them follow a design first sketched by the Hungarian mathematician John von Neumann, in a report he wrote for the U.S. Army in 1945. In that report, he argued that an optimal computer would have a single processor, which performed basic operations on a single piece of data at a time, which it transferred to and from a high-speed memory. He argued that such a design was the only way that human beings could manage the complexity of computer design, especially the complexity of programming them. Over the succeeding decades, computer circuits have gotten much faster, and memories have gotten much larger. And of course computers have gotten much smaller and use far less power. But the basic “von Neumann architecture,” with its single instruction stream and single channel to memory, has remained.
The Massively Parallel Processor was an experimental machine intended to break what has been called the “von Neumann bottleneck,” by having a program manipulate not one but thousands of pieces of data at a time—in this case, over 16,000 memory locations, each with its own associated processor. That was especially important for computers that processed images, which consist of thousands of picture elements, or “pixels,” each of which needs to be manipulated, but each of which also bears a close relationship to its immediate neighbors. 
Since 2003, the semiconductor industry has settled on two main trajectories for designing microprocessor [2]: multi-core trajectory and many-core trajectory.
1.1. [bookmark: _Toc294945899]Multi-Core Trajectory:
It seeks to maintain the execution speed of sequential programs while moving into multi-cores. The multi-cores began as two-core processors, with the number of cores approximately doubling with each semiconductor process generation. In most of the multi-cores processors such as Intel multi-cores processors, each of the processor cores is an out-of-order, multiple instruction issue processors implementing the full instruction set, supports hyperthreading with multiple hardware threads and specifically designed to maximize the execution speed of sequential programs.
1.2. [bookmark: _Toc294945900]Many-Core Trajectory:
It focuses more on the execution throughput of parallel applications. The many-cores began as a large number of much smaller cores and the number of cores doubles with each generation. For example, NVIDIA® GeForce® GTX 280 graphics processing unit (GPU) with 240 cores, each of which is a heavily multithreaded, in-order, single instruction issue processor that shares its control and instruction cache with seven other cores. Many-core processors, especially the GPUs, have led the race of floating-point performance since 2003. [2] Figure 1 illustrates the performance gap between these two architectures based on GFLOPs rating.
[image: ]
Figure 1: Enlarging Performance Gap between GPUs and CPUs
This large performance gap has already motivated many applications developers to move the computationally intensive parts of their software to GPUs for execution. Not surprisingly, these computationally intensive parts are also the prime target of parallel programming—when there is more work to do, there is more opportunity to divide the work among cooperating parallel workers.
Table 1 shows the top three supercomputers around the world till November, 2010 [3]. All of them are based on MPPs.
	Tianhe-1A
	NUDT TH MPP, X5670 2.93Ghz 6C, NVIDIA GPU, FT-1000 8C

	
	Main Memory: 229376 GB

	
	Processor: Intel EM64T Xeon X56xx (Westmere-EP) 2930 MHz (11.72 GFlops)

	
	Cores: 186368

	
	Rmax(GFlops): 2566000

	
	Rank: 1

	
	Installation Year: 2010

	Jaguar
	Cray XT5-HE Opteron 6-core 2.6 GHz

	
	Processor: AMD x86_64 Opteron Six Core 2600 MHz (10.4 GFlops)

	
	Installation Year: 2009

	
	Cores: 224162

	
	Rmax(GFlops): 1759000

	
	Rank: 2

	Nebulae
	Dawning TC3600 Blade, Intel X5650, NVidia Tesla C2050 GPU

	
	Installation Year: 2010

	
	Processor: Intel EM64T Xeon X56xx (Westmere-EP) 2660 MHz (10.64 GFlops)

	
	Interconnect: Infiniband QDR

	
	Cores: 120640

	
	Rmax(GFlops): 1271000

	
	Rank: 3


Table 1: Top Three Supercomputers till November, 2010.
2. [bookmark: _Toc294945901]Architectural Differences of CPU and GPU
 (
Control
ALU
ALU
ALU
ALU
Cache
DRAM
CPU
DRAM
GPU
)The huge performance gap between many-core GPUs and general-purpose multi-core CPUs is mainly due to the differences in the fundamental design philosophies [2] as shown in Figure 2. 






Figure 2: Fundamental Design Philosophies of CPUs and GPUs
The design of a CPU is optimized for sequential code performance. It makes use of sophisticated control logic to allow instructions from a single thread of execution to execute in parallel or even out of their sequential order while maintaining the appearance of sequential execution. More importantly, large cache memories are provided to reduce the instruction and data access latencies of large complex applications. Neither control logic nor cache memories contribute to the peak calculation speed.
The design philosophy of the GPUs is shaped by the fast growing video game industry, which exerts tremendous economic pressure for the ability to perform a massive number of floating-point calculations per video frame in advanced games. This demand motivates the GPU vendors to look for ways to maximize the chip area and power budget dedicated to floating point calculations. 
In addition to the design of a processor, memory bandwidth is an important factor for the performance. Graphics chips have been operating at approximately 10 times the bandwidth of contemporaneously available CPU chips.
General-purpose processors have to satisfy requirements from legacy operating systems, applications, and I/O devices that make memory bandwidth more difficult to increase. In contrast, with simpler memory models and fewer legacy constraints, the GPU designers can more easily achieve higher memory bandwidth.
3. [bookmark: _Toc294945902]Concept of GPGPU:
GPUs are designed as numeric computing engines, and they will not perform well on some tasks on which CPUs are designed to perform well. So, the most applications will use both CPUs and GPUs, executing the sequential parts on the CPU and numerically intensive parts on the GPUs. This is why the CUDA (Compute Unified Device Architecture) programming model (explained in section 6 in detail), introduced by NVIDIA in 2007, is designed to support joint CPU/GPU execution of an application.
[4] General-Purpose computing on Graphics Processing Units (GPGPU) is the technique of using a GPU, which typically handles computation only for computer graphics, to perform computation in applications traditionally handled by the CPU. 
GPUs are only effective at tackling problems that can be solved using stream processing and the hardware can only be used in certain ways. A stream is simply a set of records that require similar computation. Streams provide data parallelism. Since GPUs process elements independently there is no way to have shared or static data. For each element we can only read from the input, perform operations on it, and write to the output. It is permissible to have multiple inputs and multiple outputs, but never a piece of memory that is both readable and writable. It is also important for GPGPU applications to have high arithmetic intensity that is the number of operations performed per word of memory transferred else the memory access latency will limit computational speedup [5]. 
Ideal GPGPU applications have large data sets, high parallelism, and minimal dependency between data elements.

Parallel Programming Model
A parallel programming model is a concept that enables the expression of parallel programs which can be compiled and executed. The value of a programming model is usually judged on its generality: how well a range of different problems can be expressed and how well they execute on a range of different architectures. The implementation of a programming model can take several forms such as libraries invoked from traditional sequential languages, language extensions, or complete new execution models.
Table 2 summarizes the classifications of parallel programming model broadly divided into two major areas: Process Interaction and Problem Decomposition. 
Process interaction relates to the mechanisms by which parallel processes are able to communicate with each other. The most common forms of interaction are shared memory and message passing, but it can also be implicit. Problem decomposition related to the way in which the simultaneously executing processes are formulated. 
	Category
	Type
	Description

	Process Interaction
	Shared Memory
	· Processes shared global address space
·  Asynchronous Read/Write
· Synchronization is programmer’s responsibility

	
	Message Passing
	· processes exchange data through message passing
· Asynchronous or Synchronous

	
	Implicit
	· Process interaction is hidden from programmer
· Done by Compiler

	Problem Decomposition
	Task Parallelism
	· Focuses on processes or threads of execution
·  Usually classified as MIMD/MPMD or MISD

	
	Data Parallelism
	· Focuses on performing operations on a dataset structured in an array
·  Usually classified as SIMD/SPMD

	
	Implicit
	· Compiler automatically exploit parallelism inherent to the computations
·  No need special directives, operators or functions


Table 2: Classification of Parallel Programming Model
Hardware Details
4. [bookmark: _Toc294945903]Modern GPU Architecture:
 (
Global Memory
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Figure 3: Architecture of a CUDA-capable GPU
Figure 3 (Courtesy: NVIDIA) shows the architecture of a typical CUDA-capable GPU. It is organized into an array of highly threaded streaming multiprocessors (SMs). Each SM has a number of Streaming processors (SPs) that share control logic and instruction cache. The total number of SMs in a device and SPs per SM can vary from one generation of CUDA GPUs to another generation. Each GPU currently comes with up to 4 GB of graphics double data rate (GDDR) DRAM referred to as global memory. These GDDR DRAMs differ from the system DRAMs on the CPU motherboard in that they are essentially the frame buffer memory that is used for graphics. For graphics applications, they hold video images, and texture information for three-dimensional (3D) rendering, but for computing they function as very-high-bandwidth, off-chip memory, though with somewhat more latency than typical system memory. 
5. [bookmark: _Toc294945904]Specifications of Tesla Machine in the Multimedia Lab @ KFUPM:
Device Name: Quadro FX 5800
	Total number of SMs
	30

	SPs per SM
	8

	Clock rate
	1.30 GHz

	Warp Size 
	32

	Total Cores
	30 * 8 = 240 cores

	Global Memory
	4 GB

	Constant Memory
	64 KB

	Shared Memory per block
	16 KB

	Registers per block
	16384

	Maximum Threads per block
	512

	Maximum Block Dimension
	512 x 512 x 64

	Maximum Grid Dimension
	65535 x 65535 x 1

	Texture Alignment
	256 bytes


Table 3: Device Specification at KFUPM

CUDA PROGRAMMING
In November 2006, NVIDIA introduced CUDA™ (Compute Unified Device Architecture), a general purpose parallel computing architecture – with a new parallel programming model and instruction set architecture – that leverages the parallel compute engine in NVIDIA GPUs to solve many complex computational problems in a more efficient way than on a CPU. CUDA comes with a software environment that allows developers to use C as a high-level programming language. 
To a CUDA programmer, the computing system consists of a host, which is a traditional central processing unit (CPU), such as an Intel® architecture microprocessor in personal computers today, and one or more devices, which are massively parallel processors equipped with a large number of arithmetic execution units. Figure 4 (Courtesy: NVIDIA) shows the internal architecture of the CPU and GPU interactions.
[image: ]
Figure 4: CPU – GPU Interaction
At its core, CUDA provides three key abstractions:
· A hierarchy of thread groups
· Shared memories
· Barrier synchronization
These abstractions provide fine-grained data parallelism and thread parallelism, nested within coarse-grained data parallelism and task parallelism. They guide the programmer to partition the problem into coarse sub-problems that can be solved independently in parallel by blocks of threads, and each sub-problem into finer pieces that can be solved cooperatively in parallel by all threads within the block. This decomposition preserves language expressivity by allowing threads to cooperate when solving each sub-problem, and at the same time enables automatic scalability. Indeed, each block of threads can be scheduled on any of the available processor cores, in any order, concurrently or sequentially, so that a compiled CUDA program can execute on any number of processor cores as illustrated by Figure 5 (Courtesy: NVIDIA), and only the runtime system needs to know the physical processor count.
[image: ]
Figure 5: Block Assignment to Different Cores (Automatic Scalability)
6. [bookmark: _Toc294945905]CUDA Programming Model:
A CUDA program consists of one or more phases that are executed on either the host (CPU) or a device such as a GPU. The phases that exhibit little or no data parallelism are implemented in host code. The phases that exhibit rich amount of data parallelism are implemented in the device code. A CUDA program is a unified source code encompassing both host and device code. The NVIDIA_ C compiler (nvcc) separates the two during the compilation process. The host code is straight ANSI C code; it is further compiled with the host’s standard C compilers and runs as an ordinary CPU process. The device code is written using ANSI C extended with keywords for labeling data-parallel functions, called kernels, and their associated data structures, Table 4 and 5 lists the different functions and variable declarations within the CUDA Program respectively. The device code is typically further compiled by the nvcc and executed on a GPU device. The actual implementation will be explained in detail in “Applications” section, where we have implemented Matrix Multiplication and Jacobi Iterative Method on GPUs.
	Function Declaration
	Executed on:
	Only Callable from:

	__device__ float DeviceFunc()
	Device
	Device

	__global__ void KernelFunc()
	Device
	Host

	__host__ float HostFun()
	Host
	Host


Table 4: CUDA Functions Declarations
	
	Memory
	Scope
	Lifetime

	__local__    int LocalVar;
	Local
	Thread
	Thread

	__shared__   int SharedVar;
	Shared
	Block
	Block

	int GlobalVar;
	Global
	Grid
	Application

	__constant__  int ConstantVar;
	Constant
	Grid
	Application 


Table 5: CUDA Device Variables Declarations
6.1. [bookmark: _Toc294945906]Kernels:
CUDA C extends C by allowing the programmer to define C functions, called kernels, that, when called, are executed N times in parallel by N different CUDA threads, as opposed to only once like regular C functions. 
A kernel is defined using the __global__ declaration specifier and the number of CUDA threads that execute that kernel for a given kernel call is specified using a new <<<…>>> execution configuration syntax. Each thread that executes the kernel is given a unique thread ID that is accessible within the kernel through the built-in threadIdx variable.
6.2. [bookmark: _Toc294945907]Thread Hierarchy:
For convenience, threadIdx is a 3-component vector, so that threads can be identified using a one-dimensional, two-dimensional, or three-dimensional thread index, forming a one-dimensional, two-dimensional, or three-dimensional thread block. This provides a natural way to invoke computation across the elements in a domain such as a vector, matrix, or volume. 
The index of a thread and its thread ID relate to each other in a straightforward way: For a one-dimensional block, they are the same; for a two-dimensional block of size (Dx, Dy), the thread ID of a thread of index (x, y) is (x + y Dx); for a three-dimensional block of size (Dx, Dy, Dz), the thread ID of a thread of index (x, y, z) is (x + y Dx + z Dx Dy). 
There is a limit to the number of threads per block, since all threads of a block are expected to reside on the same processor core and must share the limited memory resources of that core. On Quadro FX5800 GPUs, a thread block may contain up to 512 threads. 
However, a kernel can be executed by multiple equally-shaped thread blocks, so that the total number of threads is equal to the number of threads per block times the number of blocks. 
Blocks are organized into a one-dimensional or two-dimensional grid of thread blocks as illustrated by Figure 6 (Courtesy: NVIDIA). The number of thread blocks in a grid is usually dictated by the size of the data being processed or the number of processors in the system, which it can greatly exceed. Each block within the grid can be identified by a one-dimensional or two-dimensional index accessible within the kernel through the built-in blockIdx variable. The dimension of the thread block is accessible within the kernel through the built-in blockDim variable.
Threads within a block can cooperate by sharing data through some shared memory and by synchronizing their execution to coordinate memory accesses. More precisely, one can specify synchronization points in the kernel by calling the __syncthreads() intrinsic function; __syncthreads() acts as a barrier at which all threads in the block must wait before any is allowed to proceed.
[image: ]
Figure 6: Grid of Thread Blocks
6.3. [bookmark: _Toc294945908]Memory Hierarchy:
CUDA threads may access data from multiple memory spaces during their execution as illustrated by Figure 7 (Courtesy: NVIDIA). Each thread has private local memory. Each thread block has shared memory visible to all threads of the block and with the same lifetime as the block. All threads have access to the same global memory. Table 6 summarizes the location, caching property, accessibility of each memory type.
There are also two additional read-only memory spaces accessible by all threads: the constant and texture memory spaces which we are not covered in this report.

Figure 7: CUDA Memories

	Memory
	Location
	Cached
	Access
	Who

	Local
	Off-chip
	No
	Read/write
	One thread

	Shared
	On-chip
	N/A – resident
	Read/write
	All threads in a block

	Global
	Off-chip
	No
	Read/write
	All threads + host

	Constant
	Off-chip
	Yes
	Read
	All threads + host

	Texture
	Off-chip
	Yes
	Read
	All threads + host


Table 6: CUDA Memories Attributes
6.4. [bookmark: _Toc294945909]CUDA Program Execution:
The CUDA programming model assumes that the CUDA threads execute on a physically separate device that operates as a coprocessor to the host running the C program. This is the case, for example, when the kernels execute on a GPU and the rest of the C program executes on a CPU. The CUDA programming model also assumes that both the host and the device maintain their own separate memory spaces in DRAM, referred to as host memory and device memory, respectively. Therefore, a program manages the global, constant, and texture memory spaces visible to kernels through calls to the CUDA runtime. This includes device memory allocation and deallocation as well as data transfer between host and device memory. Figure 8 (Courtesy: NVIDIA) shows the execution of two grids of threads. When all threads of a kernel complete their execution, the corresponding grid terminates, and the execution continues on the host until another kernel is invoked.
[image: ]
Figure 8: CUDA Program Execution
6.5. [bookmark: _Toc294945910]CUDA Kernel Execution Model
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Figure 9: CUDA Kernel Execution Hierarchy
Figure 9 shows the execution hierarchy of a typical CUDA kernel function on a device. Kernel initiates set of blocks defined by the programmer as grid dimension with number of threads to be executed within each block while invoking the device kernel function. Now, the block scheduler dynamically schedules one or many blocks to each SM (Streaming Multiprocessors) based on the availability of resources within each SM. Once a block is scheduled to an SM, it will complete its execution within the same SM. Although, an SM can perform block migration among different SPs based on the load on SPs at a particular point in time. One SM can handle maximum 8 blocks at a time as we have 8 SPs (Streaming Processors) within each SM. Each SM schedules one warp (32 threads) at a time with zero overhead warp and thread scheduling (using Scoreboard as a warp instruction scheduling). SM manages threads ids and threads execution. Threads within a block cooperate via shared memory while threads in different blocks cannot cooperate. 
6.6. [bookmark: _Toc294945911]Threads Warp Execution and Latency Hiding:














Figure 10: CUDA Thread Wrap Execution
The warp is the unit of thread scheduling in SMs. Each warp consists of 32 threads belongs to same block of consecutive thread ids. In Figure 10 (Courtesy: NVIDIA), each of three blocks assigned to an SM is further divided into warps for scheduling purposes. A legitimate question is why do we need to have so many warps in an SM if there are only 8 SPs in an SM? The answer is that this is how CUDA processors efficiently execute long-latency operations such as global memory accesses. When an instruction executed by the threads in a warp must wait for the result of a previously initiated long-latency operation, the warp is not selected for execution [10]. Another resident warp that is no longer waiting for results is selected for execution. If more than one warp is ready for execution, a priority mechanism is used to select one for execution. This mechanism of filling the latency of expensive operations with work from other threads is often referred to as latency hiding.
7. [bookmark: _Toc294945912]CUDA Project
7.1. [bookmark: _Toc294945913]Project Components:
All of the implementations in this project follow standard project components (files) definitions developed in Visual Studio 2008 which are as follows:
(a) Program.h: include constants declarations e.g. block size, number of threads, array size.
(b) Program_gold.cpp: contains the Host only function
(c) Program.cu: contains the Host Code. It will execute the kernel or host only function
(d) Program_kernel.cu: contains the Device code. Actual functions that will run by each thread
7.2. [bookmark: _Toc294945914]Compiling and Execution of CUDA Projects:
7.2.1. [bookmark: _Toc294945915]On CUDA Device:
1. Start Visual Studio and go to Tools->Options->Projects and Solutions->VC++ Directories.
a. For 'Platform' select either Win32 or x64 (or do the changes for both).
b. For the 'Show directories for' drop-down list, select 'Include files'.
c. Press the new folder icon and add the path to the include directory in the gpu computing sdk. You need to find it for your installation but it can be similar to:        D:\ProgramData\NVIDIA Corporation\NVIDIA GPU Computing SDK\C\common\inc
d. For the 'Show directories for' drop-down list, select 'Library files' and add the library path similar to: D:\ProgramData\NVIDIA Corporation\NVIDIA GPU Computing SDK\C\common\lib
e. Now press Ok.
2. Build the 32-bit and/or 64-bit, release or debug configurations using myproject.sln or myproject_vc90.sln.
3. Run myproject.exe from the release or debug directories.
7.2.2. [bookmark: _Toc294945916]On Emulation Mode:
If you don't have a CUDA device, you can run cuda code in emulation mode. The following are the steps for that:
1. From this link, download 'CUDA Toolkit' and 'GPU Computing SDK code samples' either 32-bit or 64-bit depending on your hardware: http://developer.nvidia.com/object/cuda_3_0_downloads.html#Windows
(Make sure it is cuda toolkit 3.0 as in the link above and not a higher version because emulation mode is supported only up to version 3.0)
2. Install both the toolkit and the computing sdk.
3. Start the visual studio application by double-clicking on the template solution file or a copy of it as described by the 'Setting up your CUDA project on Windows' tutorial. Then go to Tools->Options->Projects and Solutions->VC++ Directories.
4. For 'Platform' select either Win32 or x64 (or do the changes for both).
5. For the 'Show directories for' drop-down list, select 'Include files'.
6. Press the new folder icon and add the path to the include directory in the gpu computing sdk. You need to find it for your installation but it can be similar to: D:\ProgramData\NVIDIA Corporation\NVIDIA GPU Computing SDK\C\common\inc
7. For the 'Show directories for' drop-down list, select 'Library files' and add the library path similar to: D:\ProgramData\NVIDIA Corporation\NVIDIA GPU Computing SDK\C\common\lib
8. Now press Ok. Next to the play button at the top to start the application change the Solution Configuration to EmuDebug (or EmuRelease).
9. Press the play button. This will ask you to build, say yes, and then it will run the application in emulation mode.

Coalesced Global Memory Accesses
Global memory is the slowest memory on the GPU. When one begins to work with GPGPU, the parallel processing benefits can be incredibly beneficial, if you know how to work with coalesced memory accesses that is accessing a bank of memory by all threads in a group in one cycle. In order to achieve the most possible speedup, programmer has to incorporate the following in writing CUDA kernels:
1. Thinking about the computation in a data – parallel fashion.
2. Transferring working data into the shared memory.
3. Scrutinizing how the code performs global memory accesses.
The reasons for the above considerations are that the shared memory is so much faster at reading and writing than global memory, and the memory module in modern GPUs can perform concurrent reads to sequential global memory positions for an entire thread group.
8. [bookmark: _Toc294945917]Conditions to achieve coalesced access:
The simultaneous global memory accesses by each thread of a half-warp (16 threads) during the execution of a single read or write instruction will be coalesced into a single access if:
· The size of the memory element accessed by each thread is either 4, 8, or 16 bytes
· The elements form a contiguous block of memory
· The Nth element is accessed by the Nth thread in the half-warp, does not affect if any thread in between not accessing the global memory that is divergent warp.
· The address of the first element is aligned to 16 times the element’s size
If any of the above condition is not satisfied then memory access will not be coalesced, increases memory accesses instead of single access. Figure 11 and 12, shows the two of the possible coalesced memory accesses satisfying the above conditions.
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Figure 11: Coalesced float Memory Access
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Figure 12: Coalesced float Memory Access (divergent Warp)
Figure 13-16 shows the access patterns which fails the mechanism of memory coalescing.
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Figure 13: Non – sequential float memory access
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Figure 14: Misaligned starting address
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Figure 15: Non – contiguous float memory access
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Figure 16: Non – coalesced float3 memory access

Literature Review
9. [bookmark: _Toc294945918]Paper 1: A Performance Study of General-Purpose Applications on Graphics Processors Using CUDA [6]
The key idea of the paper is to explore the effectiveness of GPUs for a variety of application types and provide some specific coding idioms that improve their performance on the GPU. The paper also compares the GPU performance to both single-core and multi-core CPU performance, with multi-core CPU implementations written using OpenMP. As a main contribution, the paper discusses the advantages and disadvantages of the CUDA programming model in the context of a more general multi-core world. Table 7 list the applications used for the experiments in different domains. The implemented parallelizable sections of code for GPU kernels all consume within the range of 95.8% - 99.7% of the total execution time of their respective single-threaded implementations. 
	Domain
	Application

	Structured Grid
	SRAD (Speckle Reducing Anisotropic Diffusion)
HotSpot

	Unstructured Grid
	Back Propagation

	Combinational Logic
	DES (Data Encryption Standard)

	Dynamic Programming
	Needleman – Wunsch

	Data Mining
	K – means


Table 7: Application Domains used for experiments
9.1. [bookmark: _Toc294945919]Communication Patterns:
Figure 17 illustrates the application access patterns range from bit-level parallelism to row-level parallelism. Table 8 list the communication patterns for each of the application used.
(a) The value of each point depends on its neighboring points
(b) Involves many bit-level permutations
(c) Works on a layered neural network
(d) Parallel reductions that can be performed using multiple threads
(e) Diagonal strips
[image: ]
Figure 17: Applications’ Communication Patterns
	Application
	Communication Patterns

	SRAD
	(a)  and (d)

	HotSpot
	(a)

	Back Propagation
	(c) and (d)

	DES
	(b)

	Needleman – Wunsch
	(e)

	K – means
	(d)


Table 8: Application Specific Communication Patterns


9.2. [bookmark: _Toc294945920]Implementations:
Table 9 gives the summary of the implementations of each application.
	Application
	Implementation Summary

	SRAD
	· Three kernels
· CUDA Domain Based Programming Model
· Pre-fetches data into shared memory (up to 16 KB) before starting the computation
· Multiple thread blocks

	HotSpot
	· Reducing synchronization among different thread blocks
· Avoid exchanging data between blocks at the end of each iterations
· Assign each thread block a region larger than the final result
· Reduce communication but increase amount of computation and memory required

	Back Propagation
	· Connectivity of neighboring points must be made explicit
· Updating a point typically involves first determining all of its neighboring points
· Two phases:
· Forward: Activations are propagated from the input to the output layer
· Backward: Error between the observed and requested values in the output layer is propagated backward to adjust the weights and bias values
· CUDA’s domain-based programming model

	DES
	· Encrypts and Decrypts 64-bit blocks using 64-bit key
· 64-threads blocks
· Different 64-bit data blocks have no interdependencies
· All data required by a block is in shared memory
· Problem: too large to fit in a single CUDA kernel, compiler runs out of registers to allocate
· Solution: divide large kernel into several small kernels
· Extra overhead to communicate data from one kernel to another through global memory 

	Needleman – Wunsch
	· Non-linear global optimization method for DNA sequence alignment
· Potential pairs of sequences are organized in a 2D matrix
· Step 1: Fills the matrix from top-left to bottom-right
· Each data element depends on the values of its northwest, north and west adjacent elements
· Step 2: Maximum path is traced backward to deduce the optimal alignment
· Parallelize only the first step: the construction of the matrix
· Strip of diagonal elements can be processed parallel
· Two levels of parallelism 

	Data Mining
	· Clusters of data objects are partitioned into thread blocks, with each thread associated with one data object
· Also applied several optimization for better use of GPU
· Reorganizing the main data structure from an array of structures into a structure of arrays
· All threads in a warp access adjacent data elements
· Eliminates half the accesses to external memory
· Main array bound to a texture cache
· Implements a parallel per thread block reduction: Reduces number of additions performed by CPU from the number of data points to the number of thread blocks 


Table 9: Application Implementation Summary
9.3. [bookmark: _Toc294945921]Results:
[image: ]
The above figure illustrates performance of the CUDA version of SRAD in comparison to the two CPU versions as a function of the size of the input. For a 2048 _ 2048 input, the CUDA version achieves a 17x speedup over the single-threaded CPU version and a 5x speedup over the four-threaded CPU version. For this application, the development of the CUDA version was more difficult than the development of the OpenMP version. This was chiefly due to the need to explicitly move data and deal with the GPU's heterogeneous memory model in the CUDA version, whereas the OpenMP version was simply an extension of the single-threaded CPU version using compiler pragmas to parallelize the for loops.
[image: ]
The above figure shows the speedup of the CUDA version of HotSpot compared to the two CPU versions. Using the pyramid data layout, the CUDA version achieves a maximum speedup of approximately 7x over the single-threaded CPU code. However, the speedup of the CUDA version over the four-threaded OpenMP version decreases as the size of the input increases. Although the pyramid architecture can effectively reduce communication between thread blocks, it also increases the amount of computation and memory required.
[image: ]
The above figure shows that for a network containing 65,536 input nodes, CUDA implementation of BackPropagation achieves more than an 8x speedup over the single-threaded CPU version and approximately a 3.5x speedup over the four-threaded CPU version. However, efficiently implementing multithreaded parallel reductions is non-intuitive for programmers who are accustomed to sequential programming. For such programmers – the vast majority of them – the OpenMP reduction is much simpler since it is a relatively straightforward extension of the sequential CPU reduction using the OpenMP reduction pragma. The CUDA version performs a manual reduction using a combining tree.
[image: ]
The above figure shows the speedup of the CUDA version of DES over the CPU versions. The improved CUDA version significantly outperforms both of the CPU versions due to the massive parallelism that is exploited among different blocks. For an input size of 218, the CUDA version achieves a speedup of more than 37x over the single-threaded CPU version and more than 12x over the four-threaded CPU version.
[image: ]
The above figure shows the speedup of this less naive CUDA version over the CPU implementations. For a 4096 x 4096 input, the CUDA version can achieve a 2.9x speedup over the single-threaded CPU version. This limited speedup is due to the fact that this application is not inherently computationally intensive. Interestingly, unlike other applications, the four-threaded CPU version outperforms the CUDA version.
[image: ]
The above figure shows the speedup of the CUDA version of k-means over the CPU versions. For a dataset with 819,200 elements, the CUDA version achieves a 72x speedup compared to the single-threaded CPU version and a 35x speedup compared to the four-threaded CPU version. Because the CPU is ultimately responsible for calculating new cluster centroids, the memory transfer overhead is relatively large.
10. [bookmark: _Toc294945922]Paper 2: High Performance Direct Gravitational N-Body Simulations on Graphics Processing Units II: An Implementation in CUDA [7]
The paper presents the results of gravitational direct N-body simulations using GPUs. The implementation is based on GPGPU programming concept that is force evaluation of the N-body problem is implemented in CUDA using the GPU to speedup the calculations while the predictor and corrector steps are performed by the host (CPU). The implementation is tested on three different N-body codes: two direct N-body integration codes, using the 4th order predictor-corrector Hermite integrator with block time-steps, and one Barnes-Hut treecode, which uses a 2nd order leapfrog integration scheme. The integration of the equation of motions for all codes is performed on the host (CPU).
10.1. [bookmark: _Toc294945923]Application Structure:
The fundamental structure of the CUDA implementation aims at exploiting the available computing resources as much as possible.
The integration scheme consists of three parts:
(a) Predictor Step: predicts a particle’s position and velocity, a Hermite integrator to advance the position and velocity to the new time-step. It actually uses a block time-step scheme that only integrates subsets (blocks) of particles that need to be updated.
(b) Corrector Step: corrects the predicted position and velocity using results of the integrator.
(c) Calculations of acceleration, its time derivative (jerk) and potential those are computed by direct summation.
10.2. [bookmark: _Toc294945924]Applied Decomposition:
The calculation of force, potential and jerk is performed on the GPU. The predictor and corrector steps are performed on the CPU. There are two reasons for this decomposition:
(a) The predictor and corrector steps are more sensitive to round-off errors and are therefore best performed using the CPU’s 64-bit floating point representation.
(b) Production quality software such as Starlab uses a similar decomposition, but then in combination with the GRAPE coprocessor. The authors opted for a similar decomposition as used for the GRAPE to allow astronomical production software to link in our GPU implementation as a library.
10.3. [bookmark: _Toc294945925]Data Communication:
The implementation requires that particle data is communicated between the CPU and the GPU at each block time-step. This is accomplished through a number of memory copies where the CPU sends particle position, velocity and mass to the GPU. The results computed by the GPU (acceleration, jerk and potential) are retrieved by the CPU. For the GPU library the prediction is performed on the CPU after which all particles are copied to the GPU. The GRAPE only has to send the updated particles and performs the prediction on the GRAPE hardware itself. This results in an overall lower performance for the GPU than for the GRAPE, because the overhead of the memory copies increases much more for the GPU than for the GRAPE.
The integration of one block time-step is initialized by assigning a thread to each of the particles in a block. Each thread then goes through the following steps:
(a) Each thread in the bundle caches one particle from global memory into the shared memory. The total number of read particles is therefore equal to the number of threads contained in a bundle.
(b) The force, potential and jerk for the thread are calculated using the particles that are cached in shared memory. The thread then sums the partial results into temporary variables which are stored in a register.
(c) Steps (a) and (b) are repeated until all N particles have been read.
(d) When all parts are processed, the self interaction of the potential value is removed; the results are saved in global memory and the thread exits.
Note that the total number of calculations performed by the GPU with this scheme is N2. Figure 18 shows the memory access strategy used in the implementation to compute the force for particle i. Data for particle i is taken directly from global memory. Each kernel copies data for particle j from (slow) global memory into (fast) shared memory in parts and performs the calculations on particle j. This is repeated for all particles. Intermediate results are stored in registers.
[image: ]
Figure 18: Memory Access Strategy
11. [bookmark: _Toc294945926]Paper 3: Parallel Computing Experiences with CUDA [8]
This article surveys experiences gained in applying CUDA to a diverse set of problems and the parallel speedups over sequential codes running on traditional CPU architectures attained by executing key computations on the GPU. The article focuses on the following application areas:
(a) Molecular Dynamics (N-body problem)
(b) Numerical Linear Algebra (Dense Matrix – Matrix Multiplication)
(c) Medical Imaging
(d) Fluid Dynamics
(e) Seismic Imaging
All of these applications perform inherently parallel computations that are ideally suited to the CUDA programming model. The authors reviewed many CUDA-enabled applications in the above areas that are already available and encountered few important design techniques which are as follows:
(a) Exposed sufficient amount of fine-grained parallelism to exploit the hardware
(b) Blocking computations: a process that naturally fits the CUDA thread block abstraction and encourages data layout  and access patterns with high locality
(c) Efficiency of data-parallel programs. Threads of a warp must follow the same execution path that is fully utilizing the GPU’s processor cores
(d) Proper utilization of on-chip per-block shared memory 
12. [bookmark: _Toc294945927]Paper 4: Scalable Parallel Programming [9]
This article was written to highlight the power of CUDA programming model as a marketing by two simple applications:
(a) Sparse Matrix – Vector Multiplication: In this implementation, each thread computes exactly one row (one element) of the output vector. All the computations are totally independent.
(b) Parallel Reduction: It is actually in continuation of the previous application (Matrix – Vector Multiplication) to compute the final output vector of Matrix – Vector Multiplication. It is based on a tree-like implementation, each thread loads one element of the input sequence and at the end, Thread 0 will hold the sum of all the elements.
Besides these implementations, the article also highlights some of the programming restrictions in CUDA which are as follows:
(a) Blockwide barriers are not well suited for supporting task parallelism among threads in a block
(b) Communication between thread blocks with the same kernel grid is not allowed – enabling CUDA programs to run on any number of processors
(c) Combining results from multiple blocks generally done by launching a second kernel on a new grid of thread blocks
(d) Recursive function calls are not allowed in CUDA kernels
(e) CUDA programs must copy data and results between host memory and device memory. Overhead minimized by using DMA block-transfer engines and fast interconnects 
13. [bookmark: _Toc294945928]Paper 5: CUDA-lite: Reducing GPU Programming Complexity [11]
The key idea of the paper is to provide enhancement for the CUDA compiler to reduce the complexity of programming regarding selecting appropriate memory to use and data transfer among different memories. This paper proposes one such tool to do the transformations automatically.
 (
CUDA Kernel using Global Memory only
)CUDA-lite is an experimental enhancement to CUDA that allows programmers to deal only with global memory with transformations to leverage the complex memory hierarchy. For increased efficiency, the programmers provide annotations describing certain properties of the data structures and code regions designated for GPU execution. The CUDA-lite tools analyze the code along with these annotations and determine if the memory bandwidth can be conserved and latency can be reduced by utilizing any special memory types and/or by massaging memory access patterns. Upon detection of an opportunity, CUDA-lite performs the transformations and code insertions needed. CUDA-lite is designed as a source-to-source translator. The output is CUDA code with explicit memory-type declarations and data transfers for a particular GPU. Figure 19 shows a typical flow of CUDA-lite transformations. CUDA-lite also provides flexibility to the programmers to write certain kernels at the CUDA level for maximum performance.
 (
Transformed Kernel with Optimal Memory Accesses
) (
CUDA-
lite
 Engine
)

Figure 19: CUDA-lite Transformations
The major transformations performed by CUDA-lite are as follows:
1. Inserting shared memory variables
2. Performing loop tiling
3. Generating memory coalesced loads and/or stores
4. Replacing the original global memory accesses with accesses to the corresponding data in shared memory
13.1. [bookmark: _Toc294945929]CUDA-lite Annotations:
CUDA-lite reply upon information from the programmer provided via annotations to perform the transformations. The current form of the annotations and their descriptions in CUDA-lite are as follows:
a) __annotation (L “__global__ <threads per block> <thread blocks per SM>”);
It indicates the functions of interest, i.e. kernel functions running on the GPU, and parallelization factors. While some of the information, like threads per TB, can eventually be derived from CUDA code, the last argument gives programmers some control over how much resources a kernel generated by CUDA-lite should take.
b) __annotation (L “garray <name> <rank> <element size> <rank sizes>”);
It indicates what arrays in global memory are of interest and their properties. This gives control over which memory accesses are targeted for optimization, which uses up resources. The speedup gained from performing memory coalescing needs to be balanced against excessive resource usage that reduces executing parallelism.
c) __annotation (L “BoundChk”);
It is for annotating exit checks such as checking the upper limit of an array index. While CUDA threads may terminate early, CUDA-lite may need those threads to satisfy memory coalescing and synchronization requirements. Therefore CUDA-lite removes the early termination and places guards around the original computation.
d) __annotation (L “loop <iterator> <start> <end> <increment>”);
It conveys information about the control flow of loops in the program which is used to perform loop transformations.
Table 10 shows the method of writing kernels in CUDA-lite in comparison of original CUDA kernel with global memory accesses.
The authors show that CUDA-lite produces code with performance comparable to hand-coded versions by comparing the execution time of different benchmarks with manual conversion of code to enable memory coalescing and CUDA-lite implementations. The coding requirements for CUDA-lite are lower than performing the same transformations by hand and provides a layer of abstraction from the definition of warps in CUDA, which could change in the future.
Since CUDA-lite does not handle the parallelizing aspects of GPU programming, one can see CUDA-lite as the memory optimizing module of an eventual overall framework for facilitating GPGPU programming that encompasses parallelization and resource usage decisions to maximize performance.
	CUDA Kernel
	CUDA-lite Kernel

	#define ASIZE 3000
#define TPB 256

__global__ void
kernel (float *a, float *b)
{
int thi = threadIdx.x;
int bki =blockIdx.x;
float t = (float) thi + bki;
int i;

if (bki * TPB + thi >= ASIZE)
return;

for (i=0; i < ASIZE; i++)
{
b[(bki*TPB+thi)*ASIZE + i] =
   a[(bki*TPB+thi)*ASIZE + i] * t;
}
}
	#define ASIZE 3000
#define TPB 256

__global__ void
kernel (float *a, float *b)
{
__annotation (L “__global__ TPB 1”);
__annotation (L “garray a 2 4 ASIZE ASIZE”);
__annotation (L “garray b 2 4 ASIZE ASIZE”);

int thi = threadIdx.x;
int bki =blockIdx.x;
float t = (float) thi + bki;
int i;

__annotation (L “BoundChk”);
if (bki * TPB + thi >= ASIZE)
return;

__annotation (L “loop i 0 ASIZE 1”);
for (i=0; i < ASIZE; i++)
{
b[(bki*TPB+thi)*ASIZE + i] =
   a[(bki*TPB+thi)*ASIZE + i] * t;
}
}


Table 10: CUDA-lite Kernel Example



Implementation Plan
1. Access to the Tesla Machine
2. Learn about the CUDA programming and Program Compilation
3. Run Matrix Multiplication in CUDA
4. Implement two Parallel Programs: originally plan for ADI and N-Body but switch to Matrix Multiply and Jacobi due to high complexity and short project duration
5. Collect results (Speedup) and provide analysis
6. Perform Optimization 



Implemented Applications
We calculate speedup of two applications that are Matrix Multiplication and Jacobi Iterative Method. The general flow of the program is as follows:
1. Allocate host memories for matrices
2. Initialize matrices at host
3. Allocate device memories for matrices
4. Copy matrices to device from host
5. Define the grid layout
a. Number of blocks
b. Threads per block
6. Execute the kernel 
The timings to calculate speedup are only included the time of step 6 that is executing the kernel. The speedup is calculated as N-blocks over 1-block where N = 2, 4, …, 16384 (for matrix multiply) and 2,4, …, 256 (for Jacobi). Each dimension of the Block is defined as 16 threads. So, there will be 256 threads (16x16) per block for matrix multiply and 16 threads for Jacobi. The kernel execution of 1-block and N-blocks is summarized in Table 11 and Figure 20, 21. Further details of implementation are explained as comments in the code listing in section 14.
	1 – Block Execution
	· Single kernel block will compute the whole matrix/array.
· Traverses in small blocks to complete the whole matrix/array as shown in Figure 1.
· Each thread within the block compute (N*N)/256 elements (for matrix multiply) and N/16 elements (for Jacobi)

	N – Block Execution
	· Whole resultant matrix/array is divided into number of blocks 2,4,8, …, 16384 as shown in Figure 2.
· Each thread will compute one element of the result.


Table 11: Kernel Implementation Summary

Figure 20: 1 – Block Execution

Figure 21: N – Block Execution
14. [bookmark: _Toc294945930]Code Listings:
This section explains the CUDA kernels that have been used in the implementations. 
14.1. [bookmark: _Toc294945931]Matrix Multiply
14.1.1. [bookmark: _Toc294945932]Single Block
// This is the 1 – Block implementation of CUDA Kernel for Matrix Multiply
__global__ void matrixMulSingle( float* C, float* A, float* B, int wA, int wB, int lbx, int lby)
{
// Thread index
int tx = threadIdx.x;
int ty = threadIdx.y;
	int row, col;
// Traverses all blocks for complete result calculations
// BLOCK_SIZE = 16 (threads in one dimension a block)
// Here, lby = (Height of C)/BLOCK_SIZE and lbx = (Width of C)/BLOCK_SIZE
	for(unsigned int by = 0; by < lby; by++)
		for(unsigned int bx = 0; bx < lbx; bx++){
// calculating row index for current thread
			row = by * BLOCK_SIZE + ty;
// calculating column index for current thread
			col = bx * BLOCK_SIZE + tx;
			float Pvalue = 0;
// calculating result for the element C[row][col]
			for(int l=0; l<wA; l++)
				Pvalue += A[row * wA + l] * B[l * wB + col];
			C[row*wB + col] = Pvalue;
		}
}
14.1.2. [bookmark: _Toc294945933]Multiple Blocks (Using Global Memory)
// This is the N – Blocks implementation of CUDA Kernel for Matrix Multiply
// using only Global Memory
__global__ void matrixMulGM( float* C, float* A, float* B, int wA, int wB)
{
// Block index
int bx = blockIdx.x;
int by = blockIdx.y;

// Thread index
int tx = threadIdx.x;
int ty = threadIdx.y;

// row index for current thread
int row = by * BLOCK_SIZE + ty;
// column index for current thread
int col = bx * BLOCK_SIZE + tx;
float Pvalue = 0;
// calculating result for the element C[row][col]
for(int l=0; l<wA; l++)
Pvalue += A[row * wA + l] * B[l * wB + col];
C[row*wB + col] = Pvalue;
}
14.1.3. [bookmark: _Toc294945934]Multiple Blocks (Using Shared Memory)
// This is the N – Blocks implementation of CUDA Kernel for Matrix Multiply
// using Shared Memory with Coalesced Global Memory Access
__global__ void matrixMulSM( float* C, float* A, float* B, int wA, int wB)
{
// Block index
int bx = blockIdx.x;
int by = blockIdx.y;
// Thread index
int tx = threadIdx.x;
int ty = threadIdx.y;

// Index of the first sub-matrix of A processed by the block
int aBegin = wA * BLOCK_SIZE * by;
// Index of the last sub-matrix of A processed by the block
int aEnd   = aBegin + wA - 1;
// Step size used to iterate through the sub-matrices of A
int aStep  = BLOCK_SIZE;
// Index of the first sub-matrix of B processed by the block
int bBegin = BLOCK_SIZE * bx;
// Step size used to iterate through the sub-matrices of B
int bStep  = BLOCK_SIZE * wB;
// Csub is used to store the element of the block sub-matrix
// that is computed by the thread
float Csub = 0;

// Loop over all the sub-matrices of A and B
// required to compute the block sub-matrix
for (int a = aBegin, b = bBegin;
             a <= aEnd;
             a += aStep, b += bStep) {

// Declaration of the shared memory array As used to
// store the sub-matrix of A
        __shared__ float As[BLOCK_SIZE][BLOCK_SIZE];

// Declaration of the shared memory array Bs used to
// store the sub-matrix of B
        __shared__ float Bs[BLOCK_SIZE][BLOCK_SIZE];

// Load the matrices from device memory
// to shared memory; each thread loads
// one element of each matrix
        AS[ty][tx] = A[a + wA * ty + tx];
        BS[ty][tx] = B[b + wB * ty + tx];

// Synchronize to make sure the matrices are loaded
        __syncthreads();
	
// Multiply the two matrices together;
// each thread computes one element
// of the block sub-matrix
for (int k = 0; k < BLOCK_SIZE; ++k)
            Csub += AS[ty][k] * BS[k][tx];

// Synchronize to make sure that the preceding
// computation is done before loading two new
// sub-matrices of A and B in the next iteration
        __syncthreads();
    }

// Write the block sub-matrix to device global memory;
// each thread writes one element
int c = wB * BLOCK_SIZE * by + BLOCK_SIZE * bx;
    C[c + wB * ty + tx] = Csub;
}
14.2. [bookmark: _Toc294945935]Jacobi Iterative Method
14.2.1. [bookmark: _Toc294945936]Single Block
// This is the 1 – Block implementation of CUDA Kernel for Jacobi
__global__ void JacobiMethodSingle( float* NX, float* X, float* A, float *b, int wA, int lbx)
{    
// Thread index, 1–D thread
int tx = threadIdx.x;
float a;
float Csub;
int ix; // this will store the row index for each iteration

	for(unsigned int bx = 0; bx < lbx; bx++){	
	    ix = bx * BLOCK_SIZE + tx;
// accessing diagonal element
		a = A[ix*wA + ix];
		Csub = -a * X[ix];
		for (int k = 0; k < wA; ++k){
			Csub += A[ix*wA + k] * X[k];
		}
		// calculating new X value at ix
		NX[ix] = (b[ix] - Csub)/a;
	}
	__syncthreads();
	// updating X for next iteration
	for(unsigned int bx = 0; bx < lbx; bx++){	
	    ix = bx * BLOCK_SIZE + tx;
	    X[ix] = NX[ix];
	}
	__syncthreads();
}
14.2.2. [bookmark: _Toc294945937]Multiple Blocks (Using Global Memory)
// This is the N – Blocks implementation of CUDA Kernel for Jacobi
// using only Global Memory
__global__ void JacobiMethodGM( float* NX, float* X, float* A, float *b, int wA)
{
// Block index, 1-D blocks
int bx = blockIdx.x;
// Thread index, 1-D threads
int tx = threadIdx.x;
// resultant vector element index for current thread
int ix = bx * BLOCK_SIZE + tx;
// accessing diagonal element for current thread
float a = A[ix*wA + ix];
float Csub = -a * X[ix];
for (int k = 0; k < wA; ++k){
            Csub += A[ix*wA + k] * X[k];
	}
	NX[ix] = (b[ix] - Csub)/a;
	
// Synchronize to make sure that the preceding
// computation is done before loading new X
        __syncthreads();
}

// CUDA Kernel to update the new X for next iteration
__global__ void UpdateXGM( float* NX, float* X)
{
// Block index
int bx = blockIdx.x;
// Thread index
int tx = threadIdx.x;
int ix = bx * BLOCK_SIZE + tx;

    X[ix] = NX[ix];
        __syncthreads();
}
14.2.3. [bookmark: _Toc294945938]Multiple Blocks (Using Shared Memory)
// This is the N – Blocks implementation of CUDA Kernel for Jacobi
// using Shared Memory with Coalesced Global Memory Access
__global__ void JacobiMethodSM( float* NX, float* X, float* A, float *b, int wA)
{
// Block index, 1-D blocks
int bx = blockIdx.x;
// Thread index, 1-D threads
int tx = threadIdx.x;
// resultant vector element index for current thread
int ix = bx * BLOCK_SIZE + tx;
// accessing diagonal element for current thread
float a = A[ix*wA + ix];
float Csub = -a * X[ix];

// declaring variable in shared memory
__shared__ float As[BLOCK_SIZE][BLOCK_SIZE];
__shared__ float Xs[BLOCK_SIZE];
	for(int i=0; i<wA; i+=BLOCK_SIZE){
		int row = bx*BLOCK_SIZE;
		int col = tx+i;
		for(int j=0; j<BLOCK_SIZE; j++)
			As[j][tx] = A[(row+j)*wA+col];
		Xs[tx] = X[col];
		__syncthreads();	
		for (int k = 0; k < BLOCK_SIZE; ++k){
				Csub += As[tx][k] * Xs[k];
		}
		__syncthreads();
	}
	NX[ix] = (b[ix] - Csub)/a;
// Synchronize to make sure that the preceding
// computation is done before loading new X
        __syncthreads();
}
// CUDA Kernel to update the new X for next iteration
__global__ void UpdateXSM( float* NX, float* X)
{
// Block index
int bx = blockIdx.x;
// Thread index
int tx = threadIdx.x;
int ix = bx * BLOCK_SIZE + tx;

    X[ix] = NX[ix];
        __syncthreads();
}
15. [bookmark: _Toc294945939]Results:
15.1. [bookmark: _Toc294945940]Speedup of Matrix Multiply on GPUs:


Figure 21: Speedup of N-Blocks over 1-Block for Matrix Multiply using only Global Memory
Figure 21 shows the speedup of N-Block over 1-Block for Matrix Multiply using only Global Memory that is no explicit copy of data into shared memory before computations. Here, N = 2,4, …, 16384 blocks (also increasing the space size from 16x16 up to 2048 x 2048) that is increasing the utilization of available SMs in the device that is starting from 2 SMs with 1 Block/SM upto 30 SMs (total number of SM = 30) with 16384/30 = 546 approx. blocks/SM. Since each SM can have 8 blocks at a time (total SPs per SM = 8), so the speedup is going to be saturated at approx. 546 blocks per SM or it may goes down after more increasing the number of blocks per SM. Also, at number of blocks = 2 (i.e. 2 SMs used), the reduced speedup shows that amount of overhead of block scheduling to SM then to SP is significant in comparison to the thread operations as in this case more than 1 elements are calculated by a thread in 1-Block execution while 1 element is calculated by a thread in N-Blocks execution. The another factor causing limitation of speedup is the global memory bandwidth as with increasing number of blocks, the number of global memory access also increases by multiple SMs.


Figure 22: Speedup of N-Blocks over 1-Block for Matrix Multiply using Shared Memory with Coalesced Global Memory Access
Figure 22 shows the speedup of N-Block over 1-Block for Matrix Multiply using Shared Memory that is explicit copy of data into shared memory in coalesced manner before computations. Here, the speedup is significantly increased than the previous case (Figure 21) due to reduced number memory access cycles by coalesced memory access pattern. But the graph is still going to be saturated due to limited capacity of SM (8 blocks per SM at a time). 
15.2. [bookmark: _Toc294945941]Throughput of Matrix Multiply on GPUs:
Figure 23 and 24 shows the throughput of Matrix Multiplication implementation using GM only and Shared Memory with coalescing respectively. It shows the speedup of matrix multiplication is nearly equal to its throughput in GFLOPS. The throughput of matrix multiplication is calculated as follows:



For N x N matrices, throughput will be 



Figure 23: Throughputs in GFLOPS for Matrix Multiply using only Global Memory

Figure 24: Throughputs in GFLOPS of Matrix Multiply using Shared Memory with Coalesced Global Memory Access
15.3. [bookmark: _Toc294945942]Speedup of Jacobi on GPUs
Figure 25 shows the speedup of N-Block over 1-Block for Jacobi using only Global Memory that is no explicit copy of data into shared memory before computations. Here, we are getting more speedups in comparison of Matrix Multiply (Figure 21) with even less number of blocks per SM (i.e. low utilization of SM). This is because in Jacobi, we also have less number of global memory accesses than Matrix Multiply. The drop of speedup at number of blocks = 256 still need more investigation of the execution.
Figure 26 shows the speedup of N-Block over 1-Block for Jacobi using Shared Memory that is explicit copy of data into shared memory in coalesced manner before computations. Here, the speedup is significantly increased than the previous case (Figure 25) due to reduced number memory access cycles by coalesced memory access pattern. As we are using 1-D blocks in this implementation, so we cannot go beyond 256 blocks in one dimension and getting memory error if we try to increase the number of blocks more than 256. That is why we are unable to identify the saturation point of speedup in case of Jacobi with shared memory usage. But still we can note that the speedup of Jacobi implementation is more than the Matrix Multiple (Figure 22) due to less number of global memory accesses.


Figure 25: Speedup of N-Blocks over 1-Block for Jacobi using only Global Memory

Figure 26: Speedup of N-Blocks over 1-Block Jacobi using Shared Memory with Coalesced Global Memory Access
15.4. [bookmark: _Toc294945943]Throughput of Jacobi on GPUs:
Figure 27 and 28 shows the throughput of Jacobi implementation using GM only and Shared Memory with coalescing respectively. Unlike matrix multiply, It shows the speedup of Jacobi is not closed to its throughput in GFLOPS. The throughput of Jacobi is calculated as follows:



For N variables, throughput will be 

Figure 27: Throughputs in GFLOPS for Jacobi using only Global Memory

Figure 28: Throughputs in GFLOPS of Jacobi using Shared Memory with Coalesced Global Memory Access
Benchmarking GPU’s
16. [bookmark: _Toc294945944]Benchmark Kernel Source Code:
__global__ void
matrixMulSingle( float* A)
{
    // Thread index
    int tx = threadIdx.x;
	__shared__ float As[LA];
	int nBlocks = LA/BLOCK_SIZE;

	for(unsigned int i=0; i<nBlocks; i++)
		As[tx] = A[i*nBlocks+tx];
	// This loop only used for Two-Way Transfers in Experiment 2
	for(unsigned int i=0; i<nBlocks; i++)
		A[i*nBlocks+tx] = As[tx];

	__syncthreads();

}
17. [bookmark: _Toc294945945]Benchmarking Experiment 1: Multiple Amount of Data (in KBs) with 1 or more blocks
In this experiment, a linear array of floating point numbers have been transferred to shared memory from global memory within the kernel. The length of the array is taken such that the amount of data transferred will be 2 – 14 KB (cannot transferred more than 14 KB to shared memory due to limited size, Total Shared Memory Size per block = 16 KB). For example, array length of 512 floating point numbers is equal to 512 * 4 = 2048 bytes = 2 KB.
The program has the following steps:
1. Allocate memory at host
2. Transfer data from host to device
3. Execute the kernel with different number of blocks each with 512 threads (Max threads per block = 512). For simplicity, we use 1-D grid of blocks and 1-D threads within a block. The kernel do the following:
a. Identify the current thread id (tx)
b. Declare array of floating point numbers in the shared memory with different sizes (as explained above).
c. Copy data from global memory to shared memory using simple assignment statement with arrays defined as global and shared. Each thread within a block will transfer N/BLOCK_SIZE elements where N is the total length of array and BLOCK_SIZE is the number of threads per block.
d. Synchronize all threads (a barrier to wait for the completion of all transferred, conforming the whole data transferred).
We execute the kernel for 100 iterations and calculated the average time to execute the kernel.
Figure 29 show the time in micro-seconds (Y-Axis) to transfer the different amount of data in KB (X-axis) with 1, 4, and 8 kernel blocks. There is no significant delay identified with the increasing amount of data unless restricted to the limited size of shared memory. This restriction is handled within the compiler, it gives compile time error if we declared array size in shared memory which more than the possible size of usable shared memory.


Figure 29: Time in micro-seconds to transfer data from Global Memory to Shared Memory
18. [bookmark: _Toc294945946]Benchmarking Experiment 2: Data Transfer between Global and Shared Memory (one-way and two-way), one or more kernel blocks
In this experiment, a linear array of floating point numbers have been transferred to shared memory from global memory and to global memory from shared memory within the kernel. The length of the array is taken such that the amount of data transferred will be 14 KB (filling the shared memory to the available space, cannot transferred more than 14 KB to shared memory due to limited size, Total Shared Memory Size per block = 16 KB). That is, array length of 512 * 7 = 3584 floating point numbers is equal to 3584 * 4 = 14336 bytes = 14 KB.
The program has the following steps:
1. Allocate memory at host
2. Transfer data from host to device
3. Execute the kernel with different number of blocks each with 512 threads (Max threads per block = 512). For simplicity, we use 1-D grid of blocks and 1-D threads within a block. The kernel do the following:
a. Identify the current thread id (tx)
b. Declare array of floating point numbers in the shared memory with different sizes (as explained above).
c. Copy data from global memory to shared memory (and also vice versa for two-way transfer) using simple assignment statement with arrays defined as global and shared. Each thread within a block will transfer N/BLOCK_SIZE elements where N is the total length of array and BLOCK_SIZE is the number of threads per block.
d. Synchronize all threads (a barrier to wait for the completion of all transferred, conforming the whole data transferred).
We execute the kernel for 100 iterations and calculated the average time to execute the kernel. 

Figure 30: Time in milli-seconds to transfer data between Global Memory and Shared Memory
Figure 30 shows the time in milli-seconds (Y-Axis) to transfer the different amount of data in KB (X-axis) with 1 to 8192 kernel blocks. There is significant delay identified as we increase the number of blocks more than the available SM (Shared Multiprocessors) in the device.

Conclusion
This project enables us to clearly understand the importance of MPPs and CUDA Programming Model. We have studied the CUDA programming annotations, CUDA memory hierarchies and CUDA Execution model in detail. We surveyed some of the papers in this area to understand the current research trends. The most interesting area, we found is the development of such an API that enables CUDA programmer to write programs without going into the details of data transfers among different memories for maximize performance like CUDA-lite. This will highly reduce the complexity of CUDA developments and also increase its usage like other programming languages. We have also implemented two applications that are Matrix Multiply and Jacobi Iterative Method to calculate speedups. Both of the programs performed well while using Shared Memory in comparison of just using Global Memory due to very fast access of Shared Memory. We also found that the speedups are going to be saturated or decreases with very large number of blocks (high SM utilization) and huge space size due to increase in global memory accesses and block waiting times for available SMs. We also do benchmarking of data transfers between global memory and shared memory. We found that time to transfer data from global to shared memory remains same for a fixed space size with number of blocks equal to the number of SMs in the system and after that as we increase the blocks greater than the total SMs, the time of transfer increases exponentially. We also found that the time to transfer from global to shared memory is less than the time to transfer from shared to global memory.
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