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1. [General Concepts– (40 points)]

a) Mark each of the following definitions as true (T) or false (F)
(20 points)

	1
	Each cell of relation may contain several values from the same domain. 

	T
	F

	2
	Each attribute has a distinct name. 

	T
	F

	3
	Values of an attribute are all from the same domain. 

	T
	F

	4
	Order of attributes has some significance. 

	T
	F

	5
	Physical data independence refers to immunity of the conceptual schema to changes in the internal schema. 

	T
	F

	6
	Order of tuples has no significance, theoretically. 

	T
	F

	7
	Four basic (ACID) properties of a transaction are: Automatic, Controllable, Integrity and Durability
	T
	F

	8
	Functional Dependency describes the relationship between attributes in different relations

	T
	F

	9
	First Normal Form (1NF) is a relation in which the intersection of each row and column contains one and only one value

	T
	F

	10
	With NOT NULL, system rejects any attempt to insert a null in the column.

	T
	F


b) Number the definition on the right side the appropriate number from the left
(20 points)

	1- A relation
	
	2
	is a named column of a relation.

	2- Attribute
	
	3
	is a set of allowable values for one or more attributes.

	3- Domain
	
	5
	is the number of tuples in a relation.

	4- Degree
	
	4
	is the number of attributes in a relation.

	5- Cardinality
	
	1
	is a table with columns and rows.

	6- View
	
	6
	Dynamic result of one or more relational operations operating on the base relations to produce another relation.

	7- Foreign Key
	
	7
	An attribute or set of attributes within one relation that matches a candidate key of some (possibly same) relation.

	8- Entity Integrity
	
	10
	A named relation, corresponding to an entity in conceptual schema, whose tuples are physically stored in database.

	9- Referential Integrity
	
	8
	In a base relation, no attribute of a primary key can be null.

	10- Base Relation
	
	9
	If foreign key exists in a relation, either the foreign key value must match a candidate key value of some tuple in its home relation or foreign key value must be wholly null.


c) Circle the correct answer
(20 points)

i. Among the limitations of file-based approach

a) separation and isolation of data.

b) data dependence.

c) incompatible file formats.

d) all of the above.

e) none of the above.

ii. Among the advantages of DBMS are:

a) data consistency, integrity, and sharing.

b) data accessibility and responsiveness

c) increased productivity and concurrency

d) all of the above.

e) none of the above.

iii. Database is 

a) a data definition language.

b) a software system that enables users to define, creates, and maintains their data.

c) a shared collection of logically related data

d) all of the above.

e) none of the above.

iv. Components of DBMS environment are

a) data administrator, database administrator, designers, application programmers and end users.

b) relational, object-oriented, hierarchical, and network.

c) hardware, software, data, procedures, and people.

d) all of the above.

e) none of the above.

v. Data models are

a) Object-based, record-based and physical data models.

b) entity-relationship, object-oriented, and relational data models.

c) semantic, network, and hierarchical data models.

d) all of the above.

e) none of the above.

vi. Among the objectives of three level architecture is that

a) all the users should not be able to access the same data.

b) user should need to know physical detail

c) DBA should be able to change database storage structure with out affecting the user views.

d) all of the above.

e) none of the above.

vii. Among functions of a DBMS 

a) Transaction, recovery and integrity services.

b) Conceptual, logical and physical modeling

c) External, conceptual and internal views 

d) DDL compiler and DML preprocessing

viii. The entity integrity 

a) A null value for attribute that is unknown 

b) No attribute of a primary key can be null

c) A foreign key must not equal null 

d) Rules specified by database administrators

ix. Authentication

a) Is granting of a right or privilege, which enables a user to have legitimate access

b) Includes the right to access, to create, to delete database objects 

c) Includes the right to run DBMS programs

d) Determines whether a user is, who he or she claims to be

x. Query Optimization

a) The activities involved in retrieving data from the database

b) The activity of choosing an efficient execution strategy for processing a query

c) Converting SQL statement into a relational algebra statement

d) Managing simultaneous queries without having them interfere with one another
2. [Normalization – (40 points)]

Consider the following relation with its set of functional dependencies:

EMP-PROJ (Emp-ID, Proj-No, Hours, Emp-Name, Proj-Name, Proj-City, Proj-Location)

fd1:
(Emp-ID, Proj-No) ( Hours, EmpName, Proj-Name, Proj-City, Proj-Location
fd2:
Emp-ID ( Emp-Name

fd3:
Proj-No ( Proj-Name, Proj-City, Proj-Location
fd4:
Proj-City ( Proj-Location
a) Show one example for an insertion, deletion or update anomaly on the above relation.
(4 points)

For insert anomalies we can see that we cannot insert information about any Project that has no employee. For delete anomalies we can see that we may lose the information of a Project  if we delete the last employee who works on the project.

b) In what normal form is this relation and why?
(6 points)

It is in 1st  Normal Form (1NF), since the intersection of each column and row has a single value. It is not in 2NF as all its attributes are not fully functionaly dependent on the key. It is not in 3NF because there are non-primary attributes ( proj-Location) which is transitively functional dependent on the Key.

c) Further normalize this relation to 3NF.(Explain your work)
(30 points)

EMP-PROJ

	Emp-ID
	Proj-No
	Hours
	Emp-Name
	Proj-Name
	Proj-City
	Proj-Location









The above relation can be decomposed into the following four relations:

EMPLOYEE (Emp-ID,Emp-Name)

EMP-PROJ(Emp-ID, Proj-No, Hours)

PROJECT (Proj-No, Proj-Name, Proj-City)

CITY-LOC(Proj-City, Proj-Location)

* Student has to do in steps transform it to 2NF and then to 3NF by shwing their work
3. Security  – (40 points)]

a) What is database security? Briefly explain how a threat to a database can affect its integrity and availability.

(12 points)

- Definitions

· Security: The protection of database against unintentional and malicious use (confidentiality) and manipulation (integrity) of data using computer-based or non-computer-based controls.

· Threat: Event adversely affecting a system (e.g. its stability, correctness).

· Integrity: Protection of data consistency (e.g. protection against unintentional type errors).

- Integrity affection

· done by spying out (unauthorized access to, interception of) or publishing sensitive personal or enterprise data, defective access rights, wrong role models, etc.

· means the manipulation of data leading to inconsistency and thus to corrupt and invalid data as well as to misleading results

- Availability affection

· crashing of database (virus, Trojan horse, worm) by occupying connections to database (e.g. offence) or taking entire processing power 

· leads to a scale down of processing power and connectivity

· means the non-correspondence to requests inside as well as outside an organization leading to time-out and non-processing or requests and database functions (transaction, checkpointing)

b) Briefly explain how backup and recovery can be considered as security mechanisms. 
(10 points)

Backing up a database deals with periodically taking a copy of the database onto offline storage media. Backup can be seen as a security mechanism, when it is:

· assisted with recovery

· processed in regular intervals (e.g. 24x7x1)

· processed by authorized users

· stored separately and securely

Backup and recovery enable the restoring of a database to the latest consistent and correct state. They overwright inconsistent, corrupt and invalid data.

c) List four of the computer-based and four non-computer based countermeasures.
(8 points)

- computer-based countermeasures:
· Authorization

· Views

· Backup and recovery

· Integrity

· Encryption

· …

- non-computer-based countermeasures:
· Security policy and contingency plan

· Personnel controls

· Secure positioning of equipment

· Escrow agreements

· Maintenance agreements

· Physical acces controls

· …

d) Briefly explain what should be done when installing a new application software to ensure that the existing database will not be affected
(10 points)

To protect the database from  installing a new application the following steps have to be taken into consideration while:

- installing the application

· take a backup of existing database and its environment (journals, logs, etc.) before
· use a valid authorization / role (e.g. administrator) installing the software

- testing the application

· check internet access and connection of the new software (being spied out)

· see structure of information (e.g. type compatibility) and of queries connecting to database 
(-> interface structure, processing and security protocols and levels)

· connect to a test database schema first 

· test with anonymous data only (called ‘test data’)

- preparing application for use 

· set up access rights,views and establish a role model for the new application

· give authorization to user (according to their role)

· include software into backup schedule

· document installing, test and preparation

- auditing application use

· monitor application and database behaviour

· monitor user behaviour

· monitor backup and recovery results

4. [Transaction Management – (50 points)]

a) Explain the concepts of: serializablity. 
(5 points)

Serializability is the concept of finding a non-serial schedule that allows transactions to run concurrently without interferring with each other, therefore producing a consisitent state of the database.

b) Below find a schedule S of two transaction T1 and T2 that exhibit the lost-update problem. Use locking and the 2PL to rewrite the schedule S as another schedule S’ that does not have this problem. Verify your answer by filling the column balx in the two schedules S and S’.
(20 points)

S
S’
	Time
	T1
	T2
	balx
	
	Time
	T1
	T2
	balx

	t1
	
	begin_transaction
	550
	
	t1
	
	begin_transaction
	550

	t2
	begin_transaction
	read (balx)
	550
	
	t2
	begin_transaction
	write_lock (balx)
	550

	t3
	read (balx)
	balx = balx + 100
	550
	
	t3
	write_lock (balx)
	read (balx)
	550

	t4
	balx = balx - 50
	write (balx)
	650
	
	t4
	wait
	balx = balx + 100
	550

	t5
	write (balx)
	committ
	500
	
	t5
	wait
	write (balx)
	650

	t6
	committ
	
	500
	
	t6
	wait
	Committ/

unlock (balx)
	650

	
	
	
	
	
	t7
	read (balx)
	
	650

	
	
	
	
	
	t8
	balx = balx - 50
	
	650

	
	
	
	
	
	t9
	write (balx)
	
	600

	
	
	
	
	
	t10
	Committ/

unlock (balx)
	
	600


c) Briefly explain the two steps that need to be done to recover a database that has been physically damaged.

(10 points)

1. Restore the database from the last backup copy available.

2. Use the log file, if it is not damaged, and reapply all the update operations recorded after the date of the last backup of the database.

d) What is the deferred-update technique? Briefly explain how to recover from a transaction that failed before it reaches its commit point if the recovery manager uses deferred-update technique
(15 points)

The deferred-update is a protocol in which the updates to variables are not written to the database until after the executing transactions commits.

If a transaction fails before it reaches its commit point then it did not modify the database and there is no need to undo any changes. However, all the operations that were supose to be changing the database must be redone to ensure that their effects are stored in the database.

5. [Query Processing – (60 points)]

a) Briefly explain the following query decomposition stagess: analysis and semantic analysis
(12 points)

· In the analysis stage the following steps are done:

· The query is lexically and syntacticallyanalyzed and checked.

· All relations and attributes specified in the query are checked in the system catalog

· All operations specifed are checked for correct usage and parametrs

· In the semantic analysis stage all normalized quries are checked to ensure they are correct and consistents.

b) State three transformation rules that can be applied to relational algebra operations (One for selection, one for projection and one for theta-join)
(12 points)

· Selection:
( p( q( s R ( (p ((q ((s R)

· Projection:
(L(M… (N  R ( (L R
· Theta-Join:
(R ( S) (  T (  R ( (S (  T)
c) Given the relational schema and the a relational algebra tree (RAT) below, Use heuristic rules to convert this RTA into a more efficient one. Use a maximum of three RATs.
(36 points)
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Step 1: Push the selection all the way down to the appropriate nodes.
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Step 2: Convert the cartisian product with selection to theta-join.
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Step 3: Introduce the necessary Projections (() to reduce the size of relations










